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The AI Capex Vigilantes

Why the next market vigilantes may be watching Silicon Valley rather than 
sovereign debt

The vigilantes never died. They just changed beats.

Ask Liz Truss whether the bond vigilantes are a relic of the 1990s. Her mini-budget 
lasted less time than a lettuce; the gilt market's verdict took about 48 hours. Ask 
Athens, circa 2010. The vigilantes are a permanent feature of markets: patient, 
unsentimental, and ultimately indifferent to narratives. They arrive wherever capital is 
being committed faster than it can realistically earn a return.

Many believe their next destination is private credit. Perhaps. I suspect they have 
already found a much larger target: four technology companies spending more on 
data centres this year than the annual output of Switzerland.

That deserves rather more attention than it receives.

The numbers first. Google, Amazon, Microsoft and Meta collectively plan to spend 
$725 billion on capex in 2026, up 77% from last year's record $410 billion. Analysts 
already project big tech capex topping $1 trillion in 2027, and Goldman Sachs now 
pencils in a combined $5.3 trillion from the four largest hyperscalers between fiscal 
2025 and 2030.

Against what revenue? J.P. Morgan estimates the industry needs to generate $650 
billion in new annual revenue just to earn a 10% return on the infrastructure being 
built. Current AI-attributable revenue, even crediting every dollar of incremental cloud 
growth to AI, sits somewhere between $50 and $150 billion. A gap of between 4x and 
13x, depending on your generosity. Bain's version is starker: $2 trillion in annual AI 
revenue required by 2030.

None of this proves the investment will fail. It merely illustrates the scale of success 
already required, and already priced.

The mathematics of every capital cycle

One reason capital cycles are so hard to analyse in real time is that the individual 
decisions are usually rational. No chief executive can explain to shareholders that the 
company deliberately under-invested in the defining technology of the decade. If AI 
proves as transformative as electricity, spending too little is catastrophic. If it proves 
merely very useful, spending too much is merely expensive. Faced with that 
asymmetry, every rational board chooses waste over risk.

That is the paradox: every management team behaves rationally, and collectively they 
build an irrational industry. It is how most capital cycles unfold. 

http://www.apollomam.co.uk/
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Railways were desperately needed. Fibre capacity genuinely ran short. The shortage 
attracts capital, capital attracts more capital, and eventually supply arrives all at once. 
Demand usually survives. Returns often do not.

So this is not an argument against AI. It is an argument that technological success and 
investment success have rarely been the same trade.

Follow the cash, not the keynotes

The earnings headlines dominate attention. The cash flow statement tells a different 
story: these companies are no longer funding this from cash flow. Capital intensity has 
reached 45–57% of revenue, a ratio that looks less like a technology business and 
more like a capital-intensive utility. The group raised $108 billion in new debt in 2025. 
Amazon's free cash flow is projected to turn negative this year.

Bank of America calls it a generational transfer in free cash flow. Look at the chart: two 
decades of hyperscaler cash generation collapsing below zero, while semiconductor 
free cash flow goes vertical. The hyperscalers aren't investing in AI. They're funding 
Nvidia's shareholders, with your money.

And notice what's being quietly cancelled to pay for it.

http://www.apollomam.co.uk/
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The buybacks that underpinned a decade of big-tech shareholder returns are 
vanishing, from roughly $30 billion a quarter to near zero. This matters more than it 
first appears. For a decade shareholders enjoyed two engines: substantial earnings 
and a relentlessly shrinking share count. Capex is now consuming the cash that used 
to come back to investors. Yesterday's technology leaders returned capital. Today's are 
redeploying it, and whether those redeployments justify themselves will decide 
shareholder returns for the next decade. The dividend of the last cycle has become 
the fuel of this one.

Then ask what the assets are worth when the music slows. Princeton researchers find 
GPUs have useful lives of one to three years, yet companies depreciate them over five 
or six, a gap worth hundreds of billions in future earnings impairment. Railway 
sleepers lasted decades. Fibre lasted twenty years. Silicon melts in three.

The tell: when the builder becomes the landlord

Watch what companies do, not what they say. Meta spent 2024 and 2025 evangelising 
Llama and superintelligence. Now Bloomberg reports Meta is considering renting out 
its infrastructure ("Meta Compute") as its own models struggle to compete with the 
frontier labs. By March 2026, Alibaba's Qwen had overtaken Llama in open-source 
downloads.

http://www.apollomam.co.uk/
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Consider the sequence. Meta committed roughly $48 billion to renting other 
companies' GPUs because its own buildout couldn't keep pace, then decided it has 
spare capacity to rent out. Both cannot be optimal. If Meta and SpaceX are suddenly 
landlords of compute, are we really in a compute crunch, or is the system starting to 
fill with excess? When you build a hotel for guests who never arrive, you don't call it a 
pivot. You call it a vacancy.

The meter is running, and the customers have noticed

The economics from the buyer's side are deteriorating just as fast. Token prices are 
rising at the US frontier labs, while agentic applications, the industry's own next act, 
consume 10 to 100 times more tokens per session than simple chat. Uber reportedly 
burned through its entire 2026 AI budget in four months. Every productivity gain 
arrives with an invoice attached.

And now the builders are saying it too. On this week's All-In podcast, Chamath 
Palihapitiya recounted asking his own CTO about token spend at his software startup: 
costs doubling every 45 days, productivity gains of perhaps 5%, because the models 
have run out of easy wins. His conclusion was not to fix the ratio but to advise the AI 
labs to go public quickly, before the reckoning "seeps into the water table" and buyers 
reprice every AI-heavy company. When the bulls start recommending the exit window, 
the customer, the vendor and the builder are all telling the same story.

So enterprises are doing what rational buyers always do: routing each task to the 
cheapest model that's good enough. Chinese open-source models (DeepSeek at $0.14 
per million tokens against $5.00 for the comparable US frontier offering) now account 
for as much as 46% of enterprise token traffic on the major routing platforms, up from 
11% a year ago. Or firms skip the meter entirely and bring smaller models in-house, 
where the IP stays theirs and the data stays theirs.

"AI safety" means something different to a CFO

The enterprise mood turned audibly last week. Palantir's Alex Karp, announcing a 
sovereign AI partnership with Nvidia and so hardly a neutral witness, told CNBC that 
enterprises are livid, paying for tokens that create no value while handing their 
proprietary edge to the model providers. The legacy press called it a crash-out. The All-
In podcast called it directionally right, and David Sacks sharpened it into the line that 
matters: for an enterprise, AI safety isn't alignment research. It is owning your 
compute, your models, your data, and your alpha.

http://www.apollomam.co.uk/
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Discount the messengers as you see fit; Karp sells the on-premise alternative and half 
the All-In panel holds Palantir stock. But that is rather the point. When the customers, 
the vendors, and the vigilantes all start using the same word, control, the frontier labs' 
pricing power has a shelf life. Your proprietary knowledge is your edge. Renting 
intelligence from a duopoly that watches how you use it is not a software subscription. 
It is a counterparty risk.

The bull case, fairly stated

The bull case deserves better than a strawman. The generative AI economy now 
produces an estimated $175 billion in annualised revenue, and for every dollar of 
infrastructure depreciation, roughly $1.19 of hyperscaler and neocloud revenue now 
arrives to cover it, up from below parity a year ago. Google Cloud grew 63% last 
quarter. The technology works: I use it daily, including to pressure-test this article. The 
bulls invoke Jevons Paradox: cheaper compute breeds more consumption.
But "the technology works" and "the shareholders get paid" are different propositions, 
and history keeps a file on the difference. The railways transformed the world; railway 
shareholders endured panics and bankruptcies. Fibre transformed the world; telecom 
stocks fell 92% after 2000 and remain below their peak a quarter-century later. Allianz 
Research puts the current divergence between AI capex and revenue growth at 
roughly 46%, already wider than the 32% seen at the top of the 2001 telecom cycle.

What the vigilantes do

The vigilantes aren't betting AI fails. They're betting that overbuilding, 
commoditisation from below, vanishing buybacks and three-year silicon don't add up 
to the returns priced into a handful of mega-cap stocks that now dominate every 
passive portfolio in Britain. Your global tracker is not diversified. It is a leveraged bet 
on this capex cycle penciling out, wearing a low-cost disguise.

The vigilantes are patient. So are we.

Sources: FT/company guidance (capex); Goldman Sachs Global Institute; J.P. Morgan; 
Bain; CreditSights (debt issuance); BofA Research Investment Committee (Exhibit 6, 
forward FCF); Bloomberg (buybacks); Princeton CITP (GPU useful lives); 
OpenRouter/CNBC (token routing data); Allianz Research (capex/revenue divergence); 
Exponential View, State of the AI Economy 2026 (depreciation coverage); All-In Podcast 
Ep. 279 & 280; CNBC Squawk Box, 1 July 2026 (Karp).

Disclosure: drafted with the assistance of one of the expensive American models, 
which raised no objection. Make of that what you will.
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Absolute Vision is written by Steve Brann, co-founder of Apollo Multi Asset 
Management LLP. 

Apollo Multi Asset Management is authorised and regulated by the Financial Conduct 
Authority (FCA Number: 487458.

This newsletter is for professional investors only and does not constitute financial 
advice. Please remember that the value of your investment may fall as well as rise and 
is not guaranteed. You may not get back your initial investment. Past performance is 
not a reliable indicator of future returns
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Please remember that the value of your investment may fall as well as rise and is not guaranteed. You 
may not get back your initial investment. Past performance is not a reliable indicator of future returns. 
Nothing in this document should be construed as investment advice.

If you require investment advice you should contact an authorised financial adviser.
Apollo Multi Asset Management is authorised and regulated by the Financial Conduct Authority
(FCA Number: 487458).

Apollo Multi Asset Management LLP
Castle Court 
41 London Road 
Reigate
Surrey
RH2 9RJ
Tel: 0203 291 2916
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APOLLO MULTI ASSET MANAGEMENT 
Absolute Vision: A Smarter, More Resilient Way to Invest

At Apollo Multi Asset Management, we believe in Absolute Vision—the ability to see beyond 
short-term market noise and invest with clarity, conviction, and discipline. The financial world is 
evolving, and traditional investment models are no longer fit for purpose. The once-reliable 60/40 
portfolio—built on the assumption that bonds will always hedge equity risks—has failed to deliver 
real returns in an era of inflation, rising interest rates, and geopolitical uncertainty.

Apollo stands apart as a firm built for the future. We are not bound by benchmarks or outdated 
conventions. Instead, we take a forward-thinking, multi-asset approach alongside absolute return 
investing—targeting consistent, risk-adjusted performance throughout the full market cycle. 

Founded during the 2008 financial crisis, Apollo has consistently demonstrated the ability to 
thrive in uncertainty—because we see what others don’t.
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